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Summary of Key Findings 

Both full-machine and human-machine approaches offer efficiency and scalability for 

large data volumes. The full machine approach enabled reproducibility, while the human-

machine’s reproducibility depended on human interventions. In both approaches, there 

is a distance between the researchers and the data, preventing the researchers from 

being able to critically assess the quality of the results. Both approaches required 

significant human intervention through prompt design, parameter settings, and 

theoretical interpretation. Adding a human-in-the-loop was time-consuming and boring, 

finding some additional categories, but only marginally altering the final theory 

generation. LLM outputs were flat, general, obvious, and evasive. They were also non-

critical, using “CEO-speak”, and ignoring human feedback. Edge cases and power 

imbalances were erased, even when we attempted to account for them. 

1. Introduction 

Large Language Models (LLMs) are increasingly proposed as instruments for qualitative 

data analysis. The debate centers on whether these models can perform tasks such as 

coding, theme generation, and pattern identification in ways that are methodologically 

robust and epistemologically defensible. Recent work (e.g., De Paoli) reframes the 

question in Turing's pragmatic spirit: rather than ask whether machines "think," we 

should evaluate whether hybrid human–AI systems can produce analyses comparable to 

human-only workflows when carefully prompted and iterated. Yet key questions remain: 

What is the qualitative character of LLM-produced analysis? Do LLMs systematically 

privilege certain types of patterns, and do they miss latent meanings? How does human 

oversight modulate these tendencies? 

We address these questions using the data collected by Anthropic Interviewer to explore 

how 1,250 professionals integrate AI into their work and how they feel about its role in 

their future (Handa, 2025). Among the 1,250 professionals interviewed are general 

workforce, creatives, and scientists. By applying two parallel analytical tracks: Machine-

only and Human-Machine, we audit what each approach sees and what it misses. 

The sections that follow build upon this framing by introducing the dataset and outlining 

the research questions that guide our comparative audit. We then detail the 

methodological design, including the grounded‑theory procedures used to develop both 

Human-Machine and Machine‑only analytical theories. Subsequent sections present 

emerging findings, discuss their methodological implications, and conclude with 

recommendations for future research on human–AI collaboration in qualitative analysis. 
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2. Initial Data Sets 

The dataset comprised 1,000 semi-structured interviews conducted entirely by an 

artificial intelligence with professionals across the workforce. Designed to understand the 

integration of AI in a work context, the corpus contained over 1.6 million words. 

Structurally, the AI interviewer initiated an average of 13 interaction turns per session. 

Participants were invited to participate through crowdworker platforms, potentially 

limiting their representativeness. Our review of the interviewer text, produced by an AI 

interviewer named “Claude”, revealed some issues which could impact the results. For 

example, the interviewer was overly enthusiastic with a positivity bias that we had to 

prompt both the machine-only and human hybrid models to correct for. Additionally, we 

found that in summing up or restating participant responses, “Claude” sometimes slightly 

mischaracterized what the participants had said. It is unclear how this feedback 

influenced the interview data. The initial interview questions were as follows, with follow-

ups specific to each participant :  

A. Introduction & Consent: Establishing the context. 

B. Usage Patterns with specific examples: "How do you use AI in your typical 

workday?" 

C. Preferences: "Tasks you prefer to handle yourself vs. delegate." 

D. Workplace Culture: "How have colleagues/culture influenced your use?" 

E. Sentiment: "Times you felt satisfied or frustrated." 

 

3. Research Questions 

Our ultimate objective was to compare these two approaches: what kind of analyst are 

LLMs, and what epistemology underlies their use? Fundamentally, the question we 

explore together is: What does cyborg sociology do to sociological knowledge? 

In this regard, we consider it also valuable to examine the social phenomenon itself, using 

the Anthropic data to explore how AI integrates into everyday professional life. That said, 

our “test” research question or “experiment question” was "How do professionals 

negotiate maintaining their identity and legitimacy in the face of a tool that threatens to 

replace them?" 
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4. Methodology

To study the research question(s), we formed two groups. One group uses a human-

machine interaction approach where human feedback is integrated within the grounded 

theory approach. The other group implements a fully automated  approach without any 

human involvement apart from providing a research question and the dataset. As a 

dataset, we are using the Anthropic Interviewer corpus hosted on Hugging Face (Handa, 

2025), which mirrors the original dataset while enabling broader experimental 

replication. 

4.1 Application of grounded theory 

Our methodological approach applied Straussian Grounded Theory (Glaser & Strauss, 

1967) to systematically examine how different analytical configurations interpret the 

same interview corpus. The Straussian Grounded Theory provides a structured, iterative 

process of open coding, axial coding, and selective coding, enabling us to compare how 

conceptual categories emerge across human–AI configurations. Using this shared 

methodological foundation allows us to trace not only similarities and divergences in 

outcomes, but also differences in how analytic decisions are produced, negotiated, and 

stabilized.

Figure 1. Process employed to develop the Human-Machine  and Machine-only grounded theory 

systems

4.2 Full Machine Approach

We implement a fully automated pipeline without human intervention. Guided by the 

provided research question to steer the coding process, data processing and iterative 

refinement proceed autonomously; the model analyzes the text and codes it strictly 

against the research inquiry, ensuring the output remains oriented toward the starting 

question and avoids coding data non-essential to the answer. With post-hoc evaluation 

only, we intervene solely at the end to inspect the generated theory and final hierarchical 

codebook, assessing whether the theory captures the nuances of AI integration in the 

workplace.
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4.3 Human-Machine Approach 

We configure a semi-automated workflow with supervision at critical junctures: 

validating, suggesting, supervising aggregation of codes into categories in axial coding, 

evaluating and intervening in evaluating aggregate dimensions, and guiding the final 

theoretical model using in-context learning. Intervention occurred multiple times and was 

iterative, building, testing, experimenting, and adjusting, depending on the results of the 

LLM analysis. We began by presenting a research persona and detailed instructions to 

the LLM to facilitate open coding, then rechecked first the open coding, with memos to 

guide axial code development, and then recoding axial codes to better reflect the data. 

We attempted to get a deeper understanding of the data in order to best interpret and 

prompt the model at every stage. 

 

Figure 2. A detailed illustration of the Full-Machine and Human-Machine Approaches pipelines. 

5. Findings 

In this section, findings are reported from a comparative grounded theory analysis 

conducted under two analytic approaches: a fully machine pipeline and a human–

machine hybrid pipeline. The study’s main objective (RQ1) is methodological: to examine 

what kind of analysts LLMs become in qualitative workflows and what forms of 

knowledge such workflows tend to produce, foreground, or smooth. To empirically probe 

this question, the analysis uses a test research question (RQ2) applied to the same corpus 

in both approaches: how professionals negotiate maintaining identity and legitimacy 
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when working with AI that may replace parts of their job. Here, identity refers to 

participants’ accounts of what constitutes professional value and expertise, while 

legitimacy refers to claims about accountability, trust, and authorisation of outputs. The 

findings are presented in two steps. First, we present the findings regarding RQ2 of both 

the full machine and human-machine approach, and then present shared findings 

regarding RQ2 and RQ1. 

 

5.1 Fully machine approach 

The fully machine approach finds in relation to RQ2 that professionals negotiate the 

threat of AI replacement by decoupling their professional identity from the execution of 

routine tasks and re-anchoring it in the high-stakes domains of ethical discernment, 

interpersonal trust, and aesthetic gatekeeping. This transition transforms the 

professional from a 'producer of artifacts' into an 'expert wielder' whose legitimacy is 

derived from the ability to validate, humanize, and govern the tool rather than compete 

with its efficiency. 

The resulting theory (the so-called “Gatekeeper transition theory”) states that 

professionals maintain identity and legitimacy through a three-pronged negotiation: (1) 

functional delegation of mundane tasks to reclaim cognitive space for 'core' human work, 

(2) cognitive reframing of their role from creator to validator/overseer, and (3) social 

boundary-setting that protects the 'human-in-the-loop' as a necessary safety and 

authenticity requirement. 
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Figure 3. Full-machine analytic map (LOGOS workflow). Open categories generated from the 

interview corpus are consolidated into axial categories and three higher-level findings, culminating 

in the emergent Gatekeeper transition theory. The connecting lines trace how selected open codes 

feed into axial groupings and are carried forward into the final theory; highlighted items indicate 

the codes emphasised in consolidation. 

 

 

At the level of category structure, Figure 3 visualises how the machine-only pipeline 

exhibits a characteristic level of generality. The category descriptions tend to remain 

broad and portable across contexts, and the workflow’s summaries frequently prioritise 

an “institutionally legible” storyline of strategic adoption and responsible oversight. The 

fully machine approach supports speed and repeatability, and it yields a stable set of 

high-level categories aligned with the test question. At the same time, fine-grained 

distinctions, such as how adoption varies across organisational cultures or how legitimacy 

is negotiated differently in creative versus compliance-heavy settings, tend to appear less 

explicitly in the final category framing. 
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5.2 Human–machine hybrid approach 

 

The main finding of the human-machine approach relating to RQ2 is that professionals 

negotiate maintaining their identity and legitimacy in the face of AI by strategically 

integrating AI for efficiency while simultaneously emphasizing human-centric skills, 

critical oversight, and adapting to evolving workplace dynamics. This negotiation is a 

continuous process influenced by perceived AI capabilities and limitations, emotional 

responses, and organizational culture, ultimately shaping their perceived future roles and 

professional value. The emerging theory is called “Adaptive professional identity & 

legitimacy negotiation in the AI era” and defined by three main aspects: (1) professionals 

manage anxiety about work futures by negotiating their roles and “managing” AI 

collaborators and assistants. (2) workplace dynamics, peer pressure,  and desire to excel 

structure how users respond to AI and (3) negative experiences with AI impact trust but 

also provide a role for humans as AI managers. 

 

Figure 4. Human–machine hybrid analytic map (LOGOS workflow). Open categories (right) are 

iteratively reviewed through human memoing and prompt steering, producing an expanded axial-
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category landscape (centre) and three hybrid findings that ground the emergent theory Adaptive 

Professional Identity & Legitimacy Negotiation in the AI Era. Links visualise the evidence pathway 

from codes to categories to theory, with highlighted codes marking focal themes retained through 

abstraction. 

 

Figure 4 summarises this expanded category landscape. Beyond category expansion, the 

hybrid synthesis foregrounds mediation by organisational dynamics and temporal 

process. Identity maintenance is described as an ongoing adjustment shaped by 

perceived future risks, workplace competition, peer pressure, and experience of AI error 

and limitation. These elements sharpen legitimacy as socially situated, emerging through 

collective norms and reputational concerns rather than individual task choice alone. 

5.3 Shared Findings 

RQ1: The LLM as Analyst – Scalability at the Cost of Intimacy  

Both full-machine and human-machine approaches demonstrate exceptional efficiency 

and scalability. Whether analyzing 1,000 or 10,000 interviews, the temporal investment 

for the researcher remains relatively constant, shifting the bottleneck from data 

processing to pipeline architecture. 

However, this efficiency introduces a significant epistemic distance between the 

researcher and the corpus. Even when the human team audited samples for accuracy, 

both approaches suffered from a lack of "interpretive intimacy," making it difficult to 

critically assess the nuance of the results. This raises questions regarding the 

methodological validity of LLM-led qualitative analysis. 

We found that human intervention in these workflows underwent a qualitative shift: from 

interpretation to administration. Even in the "human-in-the-loop" framework, the 

researcher’s role evolved into that of a "prompter" and "controller" rather than a 

qualitative interpreter. Furthermore, both approaches produced categories that were 

notably "flat" and "evasive." This stems from an inherent neutrality bias in LLMs that 

actively depoliticizes respondent statements, smoothing over social frictions to produce 

a sanitized, "CEO-speak" version of the data. 

RQ2: Professional Identity – The Three-Part Negotiation 

Bringing the two approaches into an account, a stable pattern emerges across both 

approaches in how professionals maintain identity and legitimacy under AI integration. 

The dominant pattern takes the form of a three part negotiation linking everyday AI use 

to professional status. First, professionals delegate recurring, lower stakes work to AI in 

order to reclaim time and attention for work framed as distinctly human. In both 
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approaches’ outputs, delegation is repeatedly associated with routine communicative 

and administrative tasks, including email triage, scheduling support, initial drafting, and 

standardised reporting. Second, professionals reframe expertise away from being 

primary producers of artefacts toward being validators, overseers, or managers of AI 

assisted output. In this reframing, professional value is articulated through evaluation, 

judgement, and quality control rather than throughput alone. Third, legitimacy is 

stabilised through boundary practices that keep human authorisation present at 

consequential moments, such as accuracy sensitive outputs, client facing deliverables, or 

ethically charged decisions. 

 

Taken together, this negotiation depicts AI integration as a reallocation of labour and 

authority rather than a simple substitution dynamic. Across both approaches, the outputs 

also repeatedly register social mediation: adoption is shaped by workplace norms and 

peer comparison, emotional responses such as anxiety and confidence, and 

organisational expectations concerning acceptable use. 

 

Synthesis: Taken together, these findings depict AI integration not as a simple 

substitution, but as a reallocation of labor and authority. Interestingly, the "overseer" role 

adopted by the professionals in our dataset (RQ2) mirrors the "administrative" role 

adopted by us as researchers (RQ1), suggesting a broader systemic shift in how expertise 

is performed in the age of LLMs. 

 

6. Discussion 

Quality and Nature of the Dataset 

A central limitation across both analytical approaches stems from the nature of the 

original dataset. Because the interviewer “Claude” displayed an enthusiastic and 

sometimes leading style, it frequently introduced bias into participant responses. The 

resulting interview corpus resembled a “glorified survey,” lacking narrative richness, 

personal storytelling, and depth. This constrained the capacity of both analytical pipelines 

to surface more complex or critical insights. Importantly, the similarity between the 

human–machine and full‑machine findings may reflect limitations inherent in the dataset 

rather than the analytical methods themselves. The lack of critique, phenomenology, or 

narrative detail in the interviews meant that neither approach had enough variation to 

produce more divergent outcomes. These limitations also raise the question of whether 
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a more human‑centric data collection process would have produced richer, more critical, 

or more diverse results. 

 

Another issue concerns the accuracy of the LLM‑generated frequency counts during 

coding. Because the counts varied and could not be manually confirmed across the full 

dataset, further follow‑up or explicit recounting would be necessary to ensure that the 

numbers were not hallucinated. 

 

Reflections on the Full‑Machine Approach 

We considered how the model’s output might differ without a predefined research 

question or coding guide. Replicating the analysis without explicitly supplying the 

research question may reveal how the model theorizes in a more open‑ended 

environment and whether completely emergent theory is possible within a fully 

automated pipeline. 

 

The dataset itself introduces another layer of complexity. Because the interviews were 

conducted using Anthropic’s own systems, the data may reflect corporate biases or 

alignments. As a result, findings extracted from this corpus require critical distance; they 

cannot be assumed to be neutral or representative of broader professional experiences. 

 

Although the iterative coding structure provided some transparency into the outputs 

generated by the model, the underlying logic for why specific segments were assigned to 

particular codes remained opaque. Like other algorithmic systems, the model functions 

as a black box: researchers can inspect outputs, but the mechanisms behind its decisions 

remain inaccessible. This mirrors the interpretive opacity seen in recommender systems, 

where outcomes are visible but the internal reasoning process is not. 

 

Reflections on the Human‑Machine Approach 

From a “garbage in/garbage out” perspective, we found that hybrid workflows could not 

overcome certain limitations embedded in the dataset or in the model itself. Even with 

human intervention, some biases persisted. These constraints highlight ongoing tensions 

in hybrid analysis: should humans act as assistants verifying LLM outputs (“humans in the 

loop”) or should they serve as primary decision‑makers who consult LLMs selectively 

(“LLMs in the loop”)? These different modes represent divergent philosophies about 

collaboration, authority, and the division of analytical labor. 
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Black‑box challenges remained salient in this approach as well. Humans could validate 

only a small portion of the data, meaning that large‑scale verification was impractical. 

Efforts to make that subset representative introduce additional complexity, potentially 

compromising the quality of oversight. 

 

Another emerging question is whether human intervention meaningfully shapes 

outcomes. If the LLM exerts substantial influence over the final theory regardless of 

human input, then the true impact of humans in the loop may be limited. This uncertainty 

prompted broader discussions about the degree of human involvement appropriate for 

rigorous hybrid qualitative research. 

 

We also reflected on the implications for scale. Although LLMs can process large volumes 

of text, humans cannot supervise or correct such outputs at proportionate scale. This 

limits the usefulness of hybrid approaches for upscaling qualitative analysis. 

 

Despite these limitations, the model did surface some interesting patterns that could 

inform future research. It may be more practical to use LLMs for early‑stage 

sense‑making—such as identifying potential themes or selecting subsets for follow‑up 

interviews—rather than for full grounded‑theory analysis. This raises questions about 

workflows: should this intensive hybrid method be used if it primarily informs only the 

initial stages of research? 

 

Finally, we reflected on implications for novice researchers. While the LLM can generate 

interpretations at a novice level, these outputs lack the robustness expected from expert 

qualitative analysis. This presents risks for students or early‑career knowledge workers 

who may be tempted to overrely on confident‑sounding but shallow, non‑critical insights. 

 

7. Conclusion 

This study set out to audit what LLMs "see" when deployed as analytical instruments in 

qualitative research. By applying Straussian Grounded Theory in parallel tracks (one fully 

automated, one human-supervised) we sought to answer: What kind of analyst are LLMs, 

and what does cyborg sociology do to sociological knowledge? 

Our methodological experiment revealed that both approaches converged on similar 

theoretical outputs despite different degrees of human intervention. The full-machine 

pipeline demonstrated computational efficiency and reproducibility, processing 1.6 

million words through systematic open, axial, and selective coding. The human-machine 

approach, while more labor-intensive, produced only marginally different categories and 
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arrived at strikingly similar theory generation. This convergence suggests that LLMs exert 

a powerful flattening influence on qualitative interpretation, averaging out edge cases 

and erasing the nuanced power dynamics we explicitly attempted to surface. Testing 

grounded theory through these parallel configurations exposed fundamental tensions in 

human-AI collaboration. Both approaches required substantial human intervention 

(through prompt engineering, temperature settings, theoretical framing, and 

interpretation) challenging the notion of truly "autonomous" machine analysis. The 

distance between researchers and data remained considerable in both tracks: the full-

machine approach created epistemic distance through computational delegation, while 

the human-machine approach struggled with tedious verification and prompt adjustment 

that failed to meaningfully alter outputs. 

Critically, our findings suggest that the promise of "scaling up" qualitative analysis 

through LLMs may be fundamentally misguided. While the technology enables 

processing larger data volumes, the human oversight required to maintain quality cannot 

scale proportionally. The iterative saturation testing (achieving approximately 75% code 

stability) provided some methodological rigor, yet the black box nature of the model's 

decision-making meant we could never fully confirm its categorizations or counts. 

An important methodological limitation warrants acknowledgment: while our title asks 

what LLMs "see and miss," we can only definitively speak to what they see. Without 

conducting a parallel human-only grounded theory analysis of the same corpus, we 

cannot empirically demonstrate what the models failed to identify.  

Perhaps most surprisingly, our experiment surfaced questions about whether LLMs 

should be involved in theory generation at all. The remarkable similarity between human-

machine and full-machine theoretical outputs suggests that the model's interpretive 

tendencies dominate regardless of human intervention. If adding humans "in the loop" 

produces only marginal differences while consuming substantial time and labor, are we 

truly conducting qualitative research or merely legitimizing machine-generated 

interpretations through performative human oversight? The implications extend beyond 

methodology to the future of qualitative knowledge production. If LLMs flatten 

complexity, erase marginality, and resist critical engagement, their integration into 

research workflows risks reproducing the very structures of power that critical social 

science seeks to interrogate. The "garbage in, garbage out" principle proved inescapable: 

the AI-conducted interviews in our corpus, themselves marked by interviewer bias and 

lack of narrative depth, yielded analysis that could not transcend its origins. 
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